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Abstract 
 
 Graph clustering is a difficult optimization 
problem that arises in Software Engineering. This paper 
presents a framework for graph clustering where users 
play a strong role. In the framework, a soft computing 
method produces a clustering of the graph and a 
visualization of it is provided using some graph drawing 
techniques. Through the visualization the user can then 
analyze the clustering and give “hints” that help the soft 
computing method to find better solutions. Hints include a 
variety of constraints for solutions, as well as direct 
manipulation of the previously computed clustering. The 
framework is flexible: it can accommodate several kinds 
of hints, clustering algorithms, and visualization 
techniques. 

 
Keywords: clustering, user interaction, graph drawing, 
hints. 

 
 
1. Introduction 
 
The role played by users in computationally intensive 
processes can be far more significant than as a mere 
observer. Users always need to provide a representation 
of a problem to be solved (the input), and solution 
mechanisms (programs); in this paper we discuss ways in 
which the user can evaluate and control the results 
produced (the outputs). Such interaction between users 
and computers can be intensive or sporadic, through a 
graphical user interface, or hard-coded in command lines; 
but it undoubtedly represents an important aspect of 
modern software, and it is especially important for 
problems that require intensive computation. In the 
present paper, we introduce a framework for user 
interaction with methods for solving difficult problems. 
In our framework, users play a strong role. We have 
implemented our framework as a system for graph 
clustering using soft-computing methods, some graph 

drawing methods, and a graphical interface for 
interaction. Basically, the user drives the clustering 
process by defining new pieces of information (what we 
call hints) to be considered in the model, thus helping the 
soft computing method to find good solutions.  
 
2. Graph clustering 
 
Graph clustering, also known as graph partitioning, aims 
to divide the set of vertices of a graph3 into disjoint 
subsets (clusters or partitions) while keeping minimal the 
amount of edges linking vertices of distinct sets, as well 
as satisfying some constraints. 
 
2.1 Graph clustering and Software Engineering 
  
In Software Engineering, clustering is used to divide huge 
programs into blocks with high “cohesion” so that the 
“coupling” between blocks is minimal. Here the graph 
may be a data flow graph, a call graph, a control flow 
graph, or one of the many graphs used in object-oriented 
design. Many clustering methods have been developed 
for this purpose; see, for example, [RRHK00, KE00, 
TH00]. Graphs arising from legacy code are clustered for 
two main reasons: 

• Program comprehension. Human understanding 
of legacy software is a problem that has become 
critical in recent years. A legacy system often 
consists of thousands of interdependent 
functions, and the human must understand these 
dependency relations. Clustering reduces the 
amount of information to be understood, and 
allows the human to think in terms of higher-
level architectural dependencies rather than at 
the function level.  

• Re-modularization. Code that has been 
maintained, updated and adjusted and ported 
over a period of several years has a tendency to 
lose the elegant structure that it once had. 
Clustering the code units (terms, functions, or 
files) can suggest new structures for the code. 

  



Clustering is also used in other areas of Software 
Engineering. For example, in distributed and parallel 
processing [KGGK94], clustering is used to split a large 
set of tasks into subsets such that each subset can be 
allocated to a different processor (here tasks are seen as 
nodes of a graph and the dependencies between tasks are 
modeled by edges; the aim is to assign tasks to each 
processor to achieve a balanced load and to minimize the 
communication between processors). 

 
Moreover, clustering is an element of VLSI 

design [AK95], where a VLSI circuit needs to be divided 
into simpler circuits, reducing the complexity of dealing 
with its whole structure. 

 
In general, clustering is important for all kinds of 

problems where either the size of the graph is big and has 
to be reduced, or some inherent structure of the graph can 
be discovered by looking for coherent parts. 
 
2.2 Clustering quality and constraints 
 

Formally, a clustering of a graph G =  (N, E)   
(where N is a set of weighted nodes and E is a set of 
weighted edges) is a partition of N into disjoint subsets 
(called clusters) N1 , N2,... Nk. The quality of the 
clustering is measured by a function Q(N1 , N2,... Nk) 
which assigns a positive real number to the clustering. 
 

Two common constraints in clustering problems 
are to produce a partition with exactly k subsets, and 
impose a “balance” on the size of the subsets used. This 
balance is defined as a limit on the variation between the 
sums of node weights in each cluster. In this case, the 
problem is called k-way partitioning [Jfa98]. When k=2, 
we have a special case called bisection. Also, several 
other kinds of constraints can be specified, e.g. to restrict 
the total weight of each cluster to a particular range.  
 
2.3 Graph clustering methods 
 
  Every imaginable variation of the graph 
clustering problem is well known to be NP-Hard (even 
the bisection case [GJS76]) and, therefore, heuristics have 
to be used for providing fast solutions. These include: 

• Soft computing methods: simulated annealing 
[KGV83], tabu search [Glo89, Glo90], and 
genetic algorithms [Gol89] have all been used 
for clustering [JAMS89, Wil91, RPG96, SR90, 
Las91, BM96]. 

• Spectral partitioning: partitioning a graph 
according to the eigenvalues of the incidence 
matrix can be very effective [Els97].  

• Flow methods can be used to identify small 
“cuts” in the graph, on which a clustering can be 
based. 

• Integer linear programming methods. It is fairly 
straightforward to encode the quality 
requirements and constraints of a clustering 
problem in a linear fashion, and then use 
methods from integer linear programming 
[FSS87,GW90]. 

 
However, this rich literature on heuristics for 

graph clustering lacks a general approach that includes 
the users as an essential element. The object of this paper 
is to discuss the role that a user can play in such 
heuristics. A general framework for user interaction with 
optimization methods is introduced in the next section. 
 

For the moment, we note that the majority of 
clustering heuristics have an iterative improvement 
structure, as in Figure 1. This means that at any stage of 
the method, a feasible solution is available. (Note that in 
some cases, the solution is “feasible” in a fairly loose 
sense – for example, it may not satisfy every constraint.)  
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Figure 1 

In this paper we use soft computing methods. 
This is because the flexibility of soft computing allows 
easy integration with user hints. 
 
 
3. A framework based on hints 
 
We aim for a flexible interactive framework where users 
interact with an optimization algorithm in order to refine 
the most recent solution obtained. At runtime, users 
observe a visualization of the current (or, more precisely, 
recent) feasible solution, and provide feedback to the 
algorithm. Users play two logical roles: 
1. Insert domain knowledge: The visualization of the 

current feasible solution can prompt the user to insert 
domain knowledge that is not known to the hard-
coded algorithm. 

 
 

  



2. Guide the search: The optimization algorithm may 
attempt to explore areas that, from the visualization, 
the user can see are not promising. In this case, the 
user can guide the algorithm towards more promising 
areas. 

 
Each of these roles is implemented by user 

adjustment of either the constraints, the objective 
function, or by directly manipulating the feasible solution. 
More specifically, the loop of Figure 1 is augmented as in 
Figure 2. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
In the next subsections we discuss how this 

approach applies to graph clustering. 
 
 
3.1 Hints for graph clustering 
 
In graph clustering, the logical roles of the user are 
refined as follows: 
1. Insert domain knowledge: a visualization of the 

current clustering may lead the user to believe that, 
although it satisfies the current constraints and has a 
good value for the objective function, it is not “right” 
in the domain context. The user must give the 
algorithm a hint to move toward a solution that is 
correct in the domain context. As an example, 
suppose that the nodes represent modules of a 
software system, and the edges represent data-sharing 
relationships between the modules. The user may 
know that two specific modules share data in a way 
that is not captured by the formal graph model 

extracted from the source code, and may use this 
knowledge by forcing these two specific nodes into 
the same module. As another example, the user may 
see that the constraints on cluster size are too tight to 
result in a clustering with good cohesion; in this case 
the user can relax the constraint. 

2. Guide the search: the visualization may show that the 
algorithm is stuck in a local minimum, or is far from 
an acceptable value for the objective function. The 
user can give hints to guide the algorithm toward a 
better solution. For example, the user may see the 
algorithm is spending considerable time making 
small adjustments to a specific cluster with very poor 
cohesion. The user can destroy the bad cluster, 
forcing the algorithm to re-assign the nodes of the 
bad cluster to other clusters. 

User 
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The user drives these hints in three main ways: 
 

Picture Selects & 
Controls 

(a) Constraints – constraints are an essential part of 
clustering, as we saw in the definition of the k-way 
partitioning problem in Section 1. However, for 
strong user involvement we need to allow not only 
the definition of constraints prior the clustering 
process, but also allow dynamic adjustment of 
constraints at run-time (adding new constraints, 
removing old constraints, or changing the 
importance of a constraint). By changing the 
constraints at run-time, the user can guide the 
algorithm to converge to a different solution. 
Simple examples of global constraints that can be 
specified are: 

Adjust

constraint Objective 
function 
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• minimum and maximum numbers of 
clusters, Figure 2 

• bounds on the number of nodes in each 
cluster, 

• limits on the variation in cluster size. 
 

There can also be local constraints. For example, 
for two nodes a and b, we can require: 

• that a and b share a cluster, 
• that a and b be in different clusters. 
 

(b) Objective function – Although “good cohesion within 
a cluster” and “loose coupling between clusters” 
are undoubtedly desirable for a good quality 
clustering, there are many formal interpretations of 
these intuitive ideas. If the user sees that the 
current objective function is not leading to a 
clustering which has good quality in the domain, 
then the function can be changed at run-time.  

 
(c) Direct manipulation – The user can directly operate 

on the clustering by: 

  



• moving a node from one cluster to 
another, 

• destroying a cluster, 
• merging two clusters.  

 
Another kind of hint, that is not so intuitive as 

the previous ones, but may also be considered is the 
choice of the clustering method. The user selects a more 
appropriate clustering algorithm from a library whenever 
the current method cannot improve the quality of the 
actual solution. In this case, the user can even decide to 
run the algorithm on the whole clustering or just on part 
of it that shows poor quality.  

We assume that the user supplies hints through a 
graphical interface. The interface has to implement a way 
of easily inputting them as well as to provide some 
visualization that assures feedback to the user. 
 
3.2 How the approach works 
 
Six items take part in the computation: a graph G to be 
clustered, a set O of objectives and a set R of constraints, 
a clustering C of G, a vector Q that measures the quality 
of C according to O and R, and a picture P of C (P also 
displays some quality aspects from Q). See Figure 3 for a 
dependency graph of these items and the order in which 
they are set.  

 
 
The framework executes in three steps (shown in picture 
3). They are: 

 
1. setup or adjustment - the user specifies the graph 

G and the sets O and R of objectives and 
constraints. 

2. clustering – a clustering C is computed using 
some clustering algorithm. The algorithm tries to 
minimize O and satisfies R. The final quality Q 
of the clustering is then computed. 

3. visualization – a visualization P of C is created. 
This may also show Q – to what extent C 
satisfies the constraints and the objective 
function.  

 

The user can change G, O, R and C through the 
interface.  As he or she does, the other items are 
recomputed to reflect the change. 
 

 Even though the three steps are shown 
sequentially, many tasks can be executed in parallel. For 
instance, the user can add new constraints while the 
clustering algorithm is working, to instantaneously 
modify the clustering computation.  
  
 Several kinds of clustering algorithms may be 
used in the clustering module. Some of them are 
mentioned in Section 2; another is presented in the next 
section. For the purposes of applying hints, however, 
algorithms that can work with a wide range of constraints 
and have a structure as in the loop of Figure 1 are most 
suitable.  Soft computing methods, such as simulated 
annealing, are suitable for the job. 
 
 
4. Experiments 
 
 In order to test our framework we developed a 
system called HINTS that implements some of the 
features described in the last section. The main resources 
of our system are: 
 

• An interface for setting some global constraints 
(e.g. limits on clusters’ size and on the numbers 
of clusters, and maximum balance on clusters’ 
size). The user can activate or deactivate these 
constraints as well as set their relative 
importance. 

 
 
 
 
 

 
 

Figure 3 
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• Simulated annealing and hill-climbing clustering 
algorithms, with flexible constraints. 3. visualization 

• A visualization module that shows drawings and 
various measures of the current clustering. 

  
Figure 4 shows a snapshot of the system. The 

way it works is described below. 
 

Initial clustering. The user can select a graph through the 
File menu. After this, the system calls a function that 
computes an initial clustering of it (by a heuristic 
method).   
 
Executing a clustering algorithm. A clustering method 
(at the moment, simulated annealing and hill-climbing are 
available) can be selected through the Algorithm menu. 
Buttons on the bottom left corner of the interface allow 
the user to start, pause, resume, or terminate the 
clustering process. A progress bar indicates how much of 
the processing remains based on fixed number of 
iterations. The clustering algorithms attempt to minimize 

  



a weighted function involving the constraints and the 
objective function: 
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where w is a constant, L is the number of edges between 
vertices in distinct clusters, f1, f2…f5 are functions 
representing how distant the actual clustering is from the 
optimal solution for each constraint, and λ1, λ2,… λ5 
represent the relative importance of the constraints. In 
general, w is set with a value small enough for making the 
constraints more important than the objective function. 
The system keeps track of the best solution, which is 
drawn on the screen. 

 

 
 

Figure 4 
 
Giving hints. The user can give hints to the system by 
using the controls on the left side of the screen. It is 
simple to add and remove a prefixed set of constraints 
and define their importance, as new pieces of information 
about the graph are known.  
 

Our experience shows that it can be very 
difficulty to satisfy many constraints simultaneously, 
even if we define different importance levels to them. 
Thus we found that by deactivating the less important 
constraints in order to solve first the most important ones, 
and only then reactivating the whole desired set again we 
are able to escape from local minimums and achieve good 
results.  

 
Moreover, the clustering algorithms iterate only 

a fixed number of steps so they do not take much time for 
producing a reasonable quality solution. If the user is not 
happy with this solution, then it is possible to “re-cook” it 
for a longer period by pressing the button Start on the 
bottom left panel. In this case, the system uses the current 
computed solution as a seed for the reprocessing. 
 
 Another way of helping the system is to execute 
different clustering algorithms. The hill-climbing 
approach produces solutions quickly, however, it easily 
gets stuck in a local minimum. On the other hand, 
simulated annealing takes much longer for producing a 
solution, but in general achieves better results than the 
simple hill-climbing method. We can alternate executions 
of these two algorithms whenever the system is in a local 
minimum, in order to continue the improvement of the 
clustering. 
 
Visualization. The interface offers feedback to the user 
through three main views: a histogram shows how many 
clusters there are by size, a scatter-plot style graphic 
shows the size of each cluster, and a graph drawing shows 
the current feasible clustering. See samples of these 
visualizations in Figure 5. Constraints are indicated in the 
views by drawing extra lines or by using different colors. 
For example, the dotted lines in Figures 5a and 5b 
represent the limits on clusters’ size. In Figure 5c, clusters 
whose sizes are out of the desired limits are drawn in red. 
Using these kinds of features, it is possible to visualize 
problems with the current solution. 

Clustering 
measures 

Constraint value 

Importance 

 
The general evolution of the search algorithm is 

shown by continuously updating the visualization. Note 
that if the screen is not updated for a long time, this 
means that the system may have fallen into a local 
minimum and needs the user’s intervention.  

Information about 
the quality of recent 

solutions. 

 
Remarks. The current version of our system does not 
include more complex constraint-based hints, such as 
grouping vertices. However, the currently available 
facilities show a very promising path for considering the 
user as a strong part of the optimization process.   

 
The system can be used for several interesting 

clustering problems that arise in many areas, as described 
in section 1. Particularly in Software Engineering, it can 
be used for identifying efficient ways of organizing 
modules of a program into libraries that present 
maximum cohesion and minimum coupling. It is also 
suitable for re-engineering legacy applications by 
automatically recovering their general structure and 
functionality.  
   

  



 Further, the general framework presented here 
aims to pave the way for the development of interactive 
systems for other kinds of complex problems that are NP-
hard, multi-objective, multi-constraint and dynamic 

 
 

 
(a) 

 
(b) 

 
(c) 

Figure 5: visualization of a clustering: a histogram 
graphic (a), a scatter-plot graphic (b), and a 
clustering drawing (c). 

 
 
5. Related work 
 
Anderson et al. [AAL+00] introduced the concept of 
human guided simple search and applied it to scheduling 
problems, most notably to a vehicle routing problem. Our 

concept of hint is closely related to the notion of human 
guidance in [AAL+00]. 
 
Following [AAL+00], an interactive system for clustering 
by Lesh, Marks and Patrignani [LMP00] shows an 
approach similar to the one presented here. Lesh et al. 
developed an interesting visualization technique by which 
users can analyze the structure of a clustering and identify 
changes that may reduce the cut size, leading to a better 
clustering. Their system implements part of the diagram 
shown in Figure 2 and works as follows: firstly, a 
clustering method is used to divide the graph into 
clusters; then drawings of the clustering are generated, 
through which the user can visualize nodes that are not 
strongly attached to their current cluster. Those nodes can 
then be moved manually to a more promising cluster, or 
the two clusters (the actual and the promising ones) can 
be sent to an algorithm for automatic improvement. When 
the clustering is updated, a new drawing is produced and 
the processing repeats. 
 

Drawings in this system are generated using a 
force-directed method where nodes are represented by 
masses and a spring links a pair of vertices whenever 
there is an edge incident to these vertices in the graph. 
Moreover, additional springs connect each node to a hub 
representing its cluster. The hubs are fixed and positioned 
uniformly around a circle. By using this technique, a node 
that has many edges linking it to nodes in different 
clusters appears far from its hub, showing the weak 
attachment. 
 
 In our framework, it is possible to move vertices 
manually between clusters as in [LMP00], but it is also 
possible to define constraints that force some vertices to 
be put together into the same cluster, or even separately in 
distinct partitions. The constraints are included in the 
optimization process and change the way that it looks for 
quality solutions. 
  
  
6. Conclusion 
 
 This paper is one of several current attempts to 
test the hypothesis that a human provided with a good 
interface can assist an optimization method. Our 
experience with HINTS, together with [AAL+00] and 
[LMP00], adds weight to the hypothesis. 

 
 We plan to extend our investigation by 
considering more kinds of hints and testing the system 
with users in real applications. 
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